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5.1 APPLICATIONS OF LINK PREDICTION

While the simple task of link prediction techniques is to determine the future evolution
of the network, and to determine the direction and the volume of the network growth,
the task of link prediction can also be used for various applications. Some of these
applications are briefly discussed as follow:

o Friend/follow recommendation: The success of online platforms lies in their
ability to provide an engaging experience to their users, and also to provide them
with content they are most likely to connect and interact with. Based on how the
platform is designed, this can be achieved in two ways: (a) mutual bi-directional
friendship links where, once connected, information flows in both the directions,
and (b) follower—followee uni-directional relationships where information flows
from A to B, if B follows A. The model can recommend a user with potential
accounts that the user is most likely to form a connection with, making their online
experience more engaging. As stated earlier, social-media examples include (but

not limited to) “do you want to be friend with”, “you may be interested in
following”, etc.

e Product recommendation: Similar to friend recommendation, however, the
entities are bipartite (users and products). Amazon’s “users who bought this”, or
Netflix’s “people who watched this, liked this as well” are some of the typical
samples. The aim here is to provide a small set of products to the user, knowing
that the user is likely to get a catch from these.

« Network reconstruction: In this class of applications, link prediction is a task of
removing spurious edges and adding/predicting new links in the network. These
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new links are nothing but the missing links in the network that were either not
captured, or missing links all along. This is useful only when a partial network is
available.

« Citation network: The tasks here are similar to that of the network reconstruction
scenarios. In citation networks, our aim is to predict missing citations, or which
two of the researchers may coauthor a paper in the future.

5.2 TEMPORAL CHANGES IN A NETWORK

At time 0o, we are given a network topology ‘05, (w, 0). In an evolving network, at time

0y > 0o, we can have a state where either new nodes/edges are added to the network or

some old nodes/edges are removed from the network. Various cases that may occur are
captured in Figure 6.1.

1. Case I: When new nodes are added, but they do not form any link, resulting
00, (01 0), where |3 > ).

2. Case II: When new nodes join the network and form new connections, resulting
0o, (021 0), where |3 > |®]and |Oz > [O].

3. Case III: No new nodes join the network, but some new edges are formed,
resulting 0y (0, 02), where |05  §0|.
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4. CaseIV: Some existing edges are removed from the network, while the nodes that
are the endpoints of the removed edges remain part of the network. No new
nodes/edges are added to the network, resulting 0, (®, O¢), where |05 $OJ.

5. Case V: When some existing nodes and edges are removed from the network,
without the introduction of any new node or edge, resulting "Obn(d)wﬁ Ot), where

|wes < |w|and |O8s < |O].
Note that an evolving network does not merely follow one of these cases at a time.
Instead, a combination of the above cases coincides at different parts of the network. The

same is analogous to the changes over time in the human population at different parts of
the world.

5.3 PROBLEM DEFINITION
Link Prediction

Given a network 0y, (@, O)at time 0o, and another snapshot of the same network
"05,(w, Oz)at time 0y > 0o, where Oz* Oedges joined the network during the time interval
(00, 0y), the task of link prediction can be defined as the prediction of the edge set Oz A
Oat 0g.

Obviously, new edges are formed between the nodes that were disconnected previously.
So, the problem of link prediction can also be termed as the task of determining what is
the likelihood that any two nodes that are not connected at time 0o, will be connected at

time 0p > 0o. Figure 6.2 shows the link prediction methods that we shall cover in this
chapter.

5.4 EVALUATING LINK PREDICTION METHODS
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5.4.1 Train-Test Split

Case 1: We only have a single snapshot of the network at timestamp 0;. For the given
network 03 (w, 0), we split E into two disjoint sets Oygipand Oyegp, 1.€., Orgin, Orest =
%and O,in~ Ot = 0. To obtain the test set from the overall edge set, we delete edges
from E and add them to Og. These edges can be deleted from E,

1. Uniformly at random.
2. Based on the degrees of their endpoints.
3. Based on the geodesic distances.

Case 2: When we have at least two snapshots of the network at time 0jand time 0y > 0,
then the network 05 (®, O)provides us the train set as Oy, = 0. Meanwhile, network
"05,(w, Og)provides us with the updated edge set, where edges in Oz* Owere added in

30 =0y Optime interval, forming the test set as O = 0 0.

The first case is often termed as the task of inferring missing links from the network,
whereas, the second case is termed as the task of predicting future links for the network.

5.4.2 Positive-Negative Samples
For an initial network '0; (, 0), the set of all possible edges is 'Y = (19I), where the set
) 2

of edges that are not formed yet can be presented as O = Y A Oyyin, Where Oyyinis
obtained from either of the cases discussed in the previous section. As O contains the
set of edges that may eventually form a link, all the edges in Ogare thus the positive
samples. Given a link prediction algorithm, one would expect that the model would
correctly predict these positive samples from a link. On the other hand, the set 0 A Oyeqds

the set of edges that could have occurred, but do not occur eventually, and thus, form the
negative samples for the network. For a given link prediction algorithm, we would want
it not to predict the occurrence of these links. In the terms of probabilistic scores for link
prediction, we would expect that the positive samples have a higher probability than the
negative samples (ideally, the probability score for negative samples should be close to
Z€er0).

Now, we can convert the problem of link prediction into a binary classification problem
using the concepts of positive and negative samples.

5.4.3 Evaluation Metric
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~ TP
" TP+rP
(c) Recall (R): Out of all the links that are actually positive, how many are predicted as
positive by the model.
TP
Y=
TP + FN

Recall is also known as the True Positive Rate (TPR) or sensitivity.

(d) True Negative Rate (TNR): Out of all the links that are actually negative, how many
are predicted by the model to be negative.

TN

INR= TN+ Fp

TNR is also known as specificity.

(e) False Positive Rate (FPR): Also known as the false alarm ratio or the fallout rate. It
determines, out of all the negative samples, how many are wrongly predicted to belong
to the positive class instead.

FP
FPR = ————
FP + TN
Example 6.1

Assume that for a link prediction model applied on a network '0(®, 0), we have the
following samples available for the actual (AL) and the predicted (PL) sets:

AL; = Actual Positive Links = {(&, ®), (&, ©), (&, Q)}
ALz = Actual Negative Links = {(&, Q), (&, @), (&, Q)}
PLiy = Predicted Positive Links = {(&, ©), (&, 1), (©, Q)}
PL: = Predicted Negative Links = {(®, Q), (&, ), (&, Q)}
) TP = |PLy. ALy| = {(%, @), (&, @)} = 2; TN = |[PL: . ALg| =
1{(6,Q), (&,0)} = 2
(@) FP = [PLy, ALg| = [{(0,Q} = 1; FN = [PLe, ALs| = [{(b.Q)} =1

Mg =2 0667, =_2 =0667; TNR = 2 =0667; FPR = - — 033
2+1 2+1 2+1 1+2
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error in the ROC curve depends upon the total negative samples, the
misclassification in the PR curve is limited to only the total predicted samples.
The latter is a small fraction of the overall sample count. Thus, the PR curve can
limit the impact of the overwhelming negative samples by focusing on the positive
samples alone. In a PR curve, the random predictor is shown as a horizontal line
along the x-axis (0 = 0). Figure 6.3(b) presents an example of the PR curve.

5.4.4 Unique Problems of Evaluating Link Prediction Methods

While we have converted the problem of evaluating link prediction into a binary
classification problem, there are some inherent problems of network and link prediction
that make the evaluation tough.

1. Temporal dynamics of the network: As discussed earlier, real-world networks
evolve over time. These temporal changes that span over a series of timestamps
are hard to obtain from the real-world data and are also difficult to fit in a binary
classification scenario. In addition, these changes are not just addition of new
edges to the network; rather, a complicated mixture of additions and deletions of
nodes and edges is likely to take place. This complicates the comparison of the
network instances between the two timestamps.

2. Directionality of the edges: So far we have considered that the actual and the
predicted links are undirected; this is not true for many real-life networks. While
the confusion matrix and AUC scores will hold for directed networks as well, one
needs to keep in mind that G, @0 0@, Giin these networks, and therefore, cannot
be counted interchangeably.

3. Sign and weight of links: There are networks in real life in which links are
associated with weights and/or signs. This means that neither all the edges are
equally important nor are the prediction dynamics the same for these networks,
especially in the case of signed networks, where the link prediction techniques are
used to determine how friendliness or hostility are growing in the network over
time.

In addition to this, the classic problems of cold-start and class imbalance often plague
the computation of link prediction. Most real-world networks are sparse; the number of
all possible edges Y = (1$)is much higher than the number of actual links that finally

form in the network ('Y _B O,q). This implies that the size of negative samples is often
much larger than that of the positive samples. When the small number of positive
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samples are used to train the model, the model may likely mislabel the edges. Secondly,
how do we judge a node that has been added recently to the network? There are |w|
1possible new edges that this new node addition can form, while it forms only a handful
of these edges in reality. How to prune this large set of possible edges? Further more,
how to give higher probabilities to edges that this new node addition actually forms while
we have no information about its past interactions?

Irrespective of the techniques used, the underlying idea of link prediction is to
successfully connect nodes that share some similarities, but are currently not linked. The
closer/similar two nodes are, the more likely they agree, and more likely they are to
interact, while the similarity between the nodes can be derived using a combination of
properties: node level, edge-level, and at the level of meta-data to the nodes. Obtaining
such an exhaustive set of features is non-trivial (both online and offline). In addition,
metrics built on such rich feature sets are invariably limited in scope to networks that
can readily provide such an information. Thus, most link prediction models largely
depend on the network topologies which are readily accessible. On a side note, mining
large online networks has its own set of issues that are beyond the scope of the current
discussion.

5.5 HEURISTIC MODELS

The measures of structural similarity of this category can further be broken down into
three subcategories: local heuristics, global heuristics, and quasi-local heuristics. Let
us discuss some of the local and global measures of this category in detail.

5.5.1 Local Heuristics

Consider three nodes ®, ®, and & in an undirected graph '0(®, O) such that @, @ N O and
00, 4@ N O, but @, @ © 0. The following are some local structural similarity-based
heuristics that exploit the degree of the nodes.

1. Common Neighbourhood

By virtue of the common friend @, ® and  are highly likely to be friends in the future
(triadic closure property). In a larger network, with more than three nodes, the common
neighbourhood score between two randomly selected nodes @ and w can be obtained as:

“YCN((bi (,b) = §3((b), S(d))l
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where 3(®) is the set of neighbours of node ®, and || represents the size of set 0. The
higher the number of common neighbours between these two nodes, the higher the score

Yen(®, ), and the more likely the nodes are to interact with each other in the future.
2. Jaccard Similarity

The Jaccard similarity between two randomly selected nodes ® and w can be obtained as
a normalised version of the common neighbourhood score:

$3(0), 3(w|
3(0) " 3(w)]

It is essentially the ratio of the number of common neighbours to the number of all

Vy(0,6) =

neighbours of these two nodes. The higher the Jaccard similarity "Yy(®, ), the higher the
likelihood that these two nodes will interact in the future.

Example 6.2
In the case of the network in Figure 6.4, we see that:
3(6) ={0,0,0}, 3(0) ={0,0,0,0}
$3(6), 3(0)| ={0,0,0} =3, 3(6)" 3(0)| = [{0,0,0,6} =4
By Equation 6.1, Ycn(6,0) = 3

3
By Equation 6.2, "Y;(6, 0) = i 0.75

FIGURE 6.4. A sample network to study heuristic measures for link prediction. Solid lines specify
links that already exist. The dotted link is the one that we want to predict.
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3. Preferential Attachment

This score is derived from the concept of preferential attachment of scale-free networks,
where the likelihood of a node  to obtain a new edge is proportional to Q;, where Q;, is
the degree of @. Between two randomly selected nodes ® and  in the network, if the
probability of determining a future interaction between them depends on the existing
degree of the individual nodes, the preferential attachment score can be determined as:

Ypa(®, ©) =1y x Qg
Again, the higher the score, the more likely the nodes are to interact in the future.
Example 6.3
In the case of the network in Figure 6.4, we see that:
% =3 0W=4
By Equation 6.3, Yps(0,0) =3 x4 =12
4. Adamic Adar

In most networks, the commonly known link patterns are usually already established,
and the task of missing link prediction is to predict those rare links that cannot be
commonly established. Thus, to shift focus towards the rare event, Adamic and Adar
(2003) proposed a new metric, popularly known as Adamic Adar, which assigns higher
weights to less-connected nodes. The metric can be defined as:

1
log 0,

“YAA((.‘O, (}.)) = B

anNz3(@), 3(w)

The intuition is that the common nodes with very large neighbourhoods are less
significant when predicting a connection between two nodes as compared to nodes
shared between a small number of nodes.

Example 6.4
In the case of the network shown in Figure 6.4, we see that:
3(0) ={0,0,0}, 3(06)={0,0,0,6}, 3(06), 3(0) ={0,0,0}
=5 0w=3 V=3
By Equation 6.4:
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